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Abstract

Classroom observations are the largest component of evaluation ratings given to teach-
ers in the multiple-measure evaluation systems states have implemented in the last
decade. Using data from the first eight years of Tennessee’s teacher evaluation system,
we document race and gender gaps in observation ratings and ask whether these gaps
reflect true differences in instructional effectiveness. White and female teachers receive,
on average, 0.15 standard deviations (SD) and 0.30 SD higher observation ratings than
their Black and male colleagues. Gaps persist even conditional on other measures of
teachers’ effectiveness, such as value-added to student test scores or student attendance,
consistent with potential bias. The Black–White gap is largest in schools where Black
teachers are racially isolated and is partly explained by Black teachers’ propensity to
be assigned less advantaged students within their schools. Teachers receive somewhat
higher ratings from raters of the same race. We find no same-gender rater effects and,
beyond score differences associated with grade and subject taught, uncover few expla-
nations for the large advantage women see in observation ratings. Our results suggest
the need for steps to address bias in evaluation processes to ensure the accuracy of
evaluation feedback and fair, equitable treatment of teachers in evaluation and staffing
actions that rely on it. © 2021 by the Association for Public Policy Analysis and Man-
agement

INTRODUCTION

The widespread implementation of multiple-measure teacher evaluation systems
has been a defining feature of the last decade of education reform (Steinberg &
Garrett, 2016). Such systems typically pair scores from classroom observations con-
ducted by a trained rater using a standards-based rubric with value-added or other
measures of student test score growth, sometimes alongside other indicators of
teacher effectiveness, such as student surveys. Multiple-measure evaluation has the
potential to provide teachers both with specific feedback on the strengths and weak-
nesses of their classroom practices and with measures of their impacts on their
students—a powerful combination, in theory, for helping teachers identify whatmay
be working in their classrooms and what areas may need attention. Beyond these
developmental purposes, however, evaluation scores often have high stakes, as prin-
cipals and school system leaders can also use evaluation results to inform hiring,
placement, compensation, and retention or dismissal decisions.
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Given both the developmental and high-stakes purposes of teacher evaluation,
an important question for research and policy is whether measures generated by
these evaluation systems are biased—that is, whether teachers’ scores systematically
reflect factors other than their job performance. As Cohen and Goldhaber (2016)
point out, there are multiple potential sources of bias, including rater subjectivity
and contextual factors beyond the teacher’s control. As an example of this latter
source, studies have found that teachers assigned lower-performing students are
given lower observation ratings (e.g., Whitehurst, Chingos, & Lindquist, 2014), in-
cluding in a sample from theMeasures of Effective Teaching (MET) project in which
students were randomly assigned to teachers (Steinberg&Garrett, 2016), which sug-
gests that factors other than lower instructional quality in classrooms with lower-
achieving students can lead to lower ratings. While a relatively large literature has
examined accuracy in teacher value-added or related student growth metrics that
often comprise some portion of teachers’ summative ratings (e.g., Chetty, Fried-
man, & Rockoff, 2014; Kane & Staiger, 2008; Rothstein, 2009), little research has
examined such issues in ratings from the classroom observation that make up the
largest component of the overall evaluation in most systems (Grissom & Youngs,
2016).
This study investigates whether classroom observation ratings demonstrate bias

with respect to teacher race and gender. That is, we look for evidence that a teacher’s
race or gender predicts systematic departures between the observation ratings they
are assigned and the teaching performance that observations purport to measure.
To be clear, our definition of bias includes mechanisms that may arise frommultiple
sources. Ratersmay unconsciously (or consciously) apply observation rubrics differ-
ently to teachers with different characteristics (Grissom & Loeb, 2017). The rubrics
themselves may devalue teaching practices that teachers from some subgroups are
more likely to use (e.g., teachers of color employing culturally relevant pedagogy)
relative to other practices that are similarly effective (Salazar, 2018). Rubrics simi-
larly may leave out or assign low scores to teaching behaviors that are more effec-
tive with some student subgroups, such as low-achieving students or students with
disabilities (Jones, 2016; Milanowski, 2017). Studies suggest that women and teach-
ers of color are more likely to teach such students (Kalogrides, Loeb, & Béteille,
2013), illustrating one mechanism whereby nonrandom sorting of students and
teachers across classrooms might contribute to race and gender bias in observation
scores.
We look for evidence of racial and gender bias in classroom observation scores

in Tennessee over the first eight years of the implementation of the state’s high-
stakes, multiple-measure teacher evaluation system. Tennessee’s system mandates
that classroom observations be scored with an approved, standards-based observa-
tion rubric by a trained rater following a codified set of observation procedures. Ob-
servation ratings are combined with test score-based measures to determine teach-
ers’ overall evaluation ratings. We first ask whether classroom observation ratings
differ by teacher race or gender. To examine potential bias, we then analyze these rat-
ings in a regression framework that allows us to test for gaps by race or gender even
after accounting for alternative measures of teacher performance, such as teach-
ers’ value-added to student test scores or student attendance. Documenting that
racial and gender gaps in scores persist, we turn to factors that may contribute to
these gaps, including school context, characteristics of teaching assignments within
schools, and characteristics of raters, each of which may differ systematically for
teachers from different demographic backgrounds.
An advantage of our data is that we can observe indicator-level ratings for indi-

vidual observations throughout the school year (i.e., not just average observation
ratings), and we can link these observations to information about the rater who as-
signed the rating, students taught by the focal teacher (and their outcomes), subject
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taught, and other characteristics of the school environment. Our analysis is based
on data from approximately 460,000 teacher-by-year observations.
We uncover large gaps in classroom observation ratings by both teacher gender

and race. These gaps change little over the eight-year study period. Pooling across
years, women outscore men by 0.30 SD and White teachers outscore Black teach-
ers by 0.15 SD, on average. Descriptively, these gaps generally persist across school
levels, locale types, observation rubrics, subjects taught, and teacher experience,
with some variation in magnitude. The Black–White gap, for instance, is largest in
town/rural schools and smallest in urban schools, and is approximately twice as
large in high schools as in elementary schools. When we model observation rat-
ings as a function of teacher value-added to test scores and student attendance, plus
other potential proxies for teacher effectiveness (e.g., experience level, degree attain-
ment), we still find relatively large rating advantages for female and White teachers.
We interpret this evidence as consistent with gender and race bias in ratings, as we
define it. To be explicit, our interpretation of bias rests on the assumption that these
alternative measures and proxies account for any true differences in instructional
effectiveness according to teacher race and gender. We implement a bounding ex-
ercise to demonstrate that any unobserved dimensions of effectiveness would have
to be much more strongly related to teacher race or gender than are observable di-
mensions to explain these gaps.
Delving into the various mechanisms behind these potential biases, we find that

the Black–White gap can be explained to some degree by differences in classroom
context—within schools, Black teachers tend to be assigned larger numbers of low-
achieving students with higher rates of absences and disciplinary infractions, and
these characteristics are linked to lower observation ratings. We also find that Black
teachers’ scores are lower when they are more racially isolated; that is, their scores
are lower when they have few Black colleagues, while the gap with White teach-
ers disappears or even reverses in schools that have a majority of Black teachers.
Moreover, leveraging variation within school and year in the characteristics of raters
(which can vary because both principals and assistant principals conduct classroom
observations), we find that teachers receive higher scores when they have a same-
race rater, which increases the Black–White gap because White teachers are more
likely to be race-matched.
In contrast, we have less success explaining the likely bias in favor of women in

observation ratings, beyond observing that men are more likely to teach grades and
subjects where scores are lower, on average. We find no evidence that teachers ben-
efit from being observed by a rater of the same gender.
This study extends a small body of existing research on racial/ethnic and gender

gaps in classroom observation ratings. In a study of MET data, Campbell and Ron-
feldt (2018) find evidence that both male and Black teachers received lower ratings,
with the latter finding fully explained by the composition of classrooms to which
Black teachers were assigned. Yet ratings inMETwere low-stakes, and raters’ behav-
ior in low- and high-stakes settings can differ substantially (Grissom & Loeb, 2017),
so investigating these patterns in the case in which evaluation scores can be used for
personnel decisions remains important. Three more recent studies have taken this
step. First, Drake, Auletto, and Cowen (2019) examine summative ratings assigned
to teachers in Michigan during the initial years of that state’s implementation of its
new evaluation system. They show that male teachers and teachers of color were
given lower ratings, and that low ratings of teachers of color were more common
in schools with higher proportions of White teachers. As the authors note, however,
ratings inMichigan at that timewere relatively unregulated, with no common expec-
tations for classroom observations (including that they occurred) or incorporation
of other measures, such as student achievement. Local determination of evaluation
procedures without standardized rubrics or guidelines for how raters assign ratings
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more closely resembles typical state systems prior to the evaluation reform wave of
the last decade (Steinberg & Garrett, 2016) and presents a very different case than
the one we investigate in this study. Second, Steinberg and Sartain (2020) investi-
gate racial gaps in elementary teachers’ classroom observation ratings for two years
of Chicago’s evaluation system. Like other studies, they find that Black teachers re-
ceive lower scores than White teachers, a pattern that persists after accounting for
test score value-added. However, they find that Black–White rating differences are
driven almost completely by between-school differences in ratings; the gap becomes
indistinguishable from zero after comparing teachers within schools.Moreover, they
uncover no evidence of a “race match” effect for teachers and evaluators. Our study
builds on Steinberg and Sartain (2020) by examining both racial and gender differ-
ences in ratings among teachers across grade spans in a statewide system with wide
variation in locale type and school and faculty composition. Perhaps due to differ-
ences in setting and modeling approaches, we reach different conclusions about the
nature of observation score gaps than these prior studies. Finally, Chi (2021) exam-
ines high-stakes teacher observations from a large school district in North Carolina,
finding evidence of positive teacher–rater match effects for race and gender. While
our race-match estimate is nearly identical in magnitude, we do not find evidence
of a gender match effect.

CONCEPTUALIZING BIAS IN TEACHER OBSERVATION RATINGS

We define bias as the systematic deviation of teacher observation scores from actual
instructional effectiveness. To formalize this idea, we define θit to be true instruc-
tional effectiveness for teacher i in year t. Instructional effectiveness is the combi-
nation of a teacher’s skill and effort towards improving student outcomes relevant to
schools, such as academic learning and social-emotional skills. This value is unob-
served. Instead, we observe a measure of instructional effectiveness, θ̂it , in the form
of a classroom observation rating. Observation rubrics aim tomeasure instructional
effectiveness by defining a set of teaching practices and behaviors that are purported
to lead to improved student outcomes. Raters then apply the rubric when observing
a teacher’s lesson to produce a classroom observation score.
We can decompose ̂θit as follows:

θ̂it = θit + δit + εit, (1)

where εit is measurement error that is orthogonal to θit and δit . For instance, εit cap-
tures non-persistent factors that affect observation scores, such as being observed
on an “off day” or having an observation during the teacher’s best-behaved class sec-
tion. The parameter δit , then, captures any persistent factors that lead to differences
between true and measured effectiveness. This definition is similar to the definition
of “teacher-level bias” in value-added models proposed by Rothstein (2009) and sub-
sequently discussed by Chetty, Friedman, and Rockoff (2014). In the context of class-
room observation scores, δit is a function of potentially many factors, only some of
which have been documented in prior research. An example is school or classroom
context; teachers who teach more students with low baseline achievement, students
from low-income families, and students of color receive lower observation scores
(Steinberg & Garrett, 2016). Other potential sources of bias include the rubric em-
ployed to assess classroom practice, which may define instructional effectiveness
inappropriately or too narrowly, or the rater assigned to the teacher, who may not
apply the rubric correctly, given the complex cognitive demands of mapping instruc-
tion onto multiple indicators (Cohen & Goldhaber, 2016; Milanowski, 2017).
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The question we ask is whether δit is a function of teacher race or gender. For ease
of exposition, we simplify to the case of two groups within each racial or gender
classification, and employ parallel definitions of racial and gender bias as follows:

δGroup = E [δit|Groupi = A] − E [δit|Groupi = B] . (2)

That is, we define racial (gender) bias as the difference in average systematic de-
partures from true instructional effectiveness for Black andWhite (male and female)
teachers. Given the conceptualization of δit , we emphasize that our definition of race
and gender bias encompasses mechanisms beyond simple group member discrimi-
nation. Notably, it includes systemic processes (i.e., any component of δit) that may
differentially affect teachers’ ratings by their race and gender. For example, we inter-
pret as bias a situation in which male teachers are systematically assigned a higher
proportion of students with behavior challenges, and facing more behavior chal-
lenges lowers a teacher’s observation ratings.
We do not observe δGroup. Instead, we observe θ̂Group, which are mean differences

in observation scores by race and gender. Based on equation (1), these observation
score differences can be decomposed as follows:

θ̂Group = θGroup + δGroup . (3)

In other words, differences in average ratings we observe for Black and White
teachers (or male and female teachers) conflate racial (or gender) bias and any aver-
age differences in true instructional effectiveness between groups. Such differences
might arise if, for example, differences in propensity to turn over mean that one
group has higher average experience than the other, and more experience makes
a teacher more effective. The potential for such differences means that we cannot
interpret the descriptive gap, θ̂Group , as evidence of bias.
Our first empirical challenge thus becomes attempting to isolate δGroup, that is,

to assess whether race or gender bias in observation ratings exists and to measure
its magnitude. Assuming these values can be isolated, our second empirical task
becomes identifying the components of δi that are the drivers of δGroup.

DATA

This study analyzes administrative data from Tennessee, a state made up of 147 dis-
tricts operating roughly 1,800 schools that serve 996,000 students. Data were made
available through the Tennessee Education Research Alliance at Vanderbilt Univer-
sity with approval from the Tennessee Department of Education (TDOE). Thirty-two
percent of the state’s students are Black or Hispanic, and 35 percent are economi-
cally disadvantaged.1 Tennessee was a first-round winner of the Obama administra-
tion’s Race to the Top competition and instituted several educational reforms under
its auspices. These reforms included a requirement that all educators be evaluated
via a multiple-measure evaluation system beginning in the 2011/2012 school year
(henceforth we refer to school years by the spring year). The state designed the Ten-
nessee Educator Acceleration Model (TEAM) to meet this requirement, though dis-
tricts could also use another system with state approval. The state approved three
alternative systems (COACH, TEM, and TIGER), which have been used in a small
number of districts. Because all four models have similar components, we focus
on TEAM in our description. In all systems, teachers’ overall summative evaluation

1 See https://www.tn.gov/education/data/report-card.html.
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scores (called the “level of effectiveness”) comprise the weighted average of three
components: scores from formal classroom observations, student test score growth
(measured by TVAAS, the state’s value-added metric), and an alternative measure of
student achievement.2 Our analysis focuses on classroom observation scores, which
receive the greatest weight in determining teachers’ summative ratings.
Administrative data contain demographic, job classification, and location infor-

mation for all K–12 public school employees. In each year, we can access each edu-
cator’s job title and placement, years of work experience in the state’s school system,
and highest degree obtained (e.g., Master’s degree, educational specialist). The data
also include information on whether the educator is identified as male or female
(binary) and their race/ethnicity classification (White, Black, Hispanic, Asian, Na-
tive American, or other). In Tennessee, the fraction of Asian, Native American, and
other race/ethnicity educators is too small to permit a robust analysis, so teachers
falling into these categories were dropped. Additionally, Tennessee’s administrative
files do not reliably identify Hispanic ethnicity in every year, forcing us to limit our
analysis to Black and White teachers.3 We merge the staff data with files contain-
ing teachers’ evaluation information, which are available from 2012 through 2019.
In addition to the average observation score that contributes to teachers’ summa-
tive evaluation ratings, beginning in 2013 we can also access observation-level in-
formation with scores on individual observation indicators and rater identifiers for
teachers in districts using the TEAM observation rubric, which are 82 percent of
the state’s teachers. Additionally, in 2016 and 2017, we can access observation-level
information for teachers from Shelby County Schools (one of the districts that uses
an alternative observation rubric), which is important because it is the district with
the largest number of Black teachers in the state.
Classroom observation ratings are assigned by raters using the rubric associated

with their evaluation system (e.g., TEAM, COACH). Raters are required by the state
to complete training and certification to conduct observations. The TEAM rubric,
used by the vast majority of districts, defines levels of performance on 19 instruc-
tional indicators in the domains of instruction, environment, and planning, plus four
additional indicators describing teacher professionalism.4 This rubric was based on
theNational Institute for Excellence in Teaching (NIET) Teaching Standards Rubric,
adapted in a collaboration between NIET and TDOE. It is generic in the sense that
it is used for observing all teachers, regardless of subject or specialization.5 Teach-
ers receive scores of 1 (“significantly below expectations”) to 5 (“significantly above

2 For teachers in tested classrooms, observations are weighted 50 percent and TVAAS 35 percent. Ap-
proximately 40 percent of teachers are assigned individual TVAAS scores based on the performance of
the students in their classrooms on tests measuring subjects they teach. Historically, the remainder of
teachers have been assigned the school’s overall TVAAS score for this component, though in more recent
years the state has identified alternative growth metrics based on portfolios, for example, and reduced
the weight given to growth in favor of more weight to observations. Much of our analysis is limited to
teachers with individual TVAAS scores. The achievement metric, which is locally chosen, is omitted from
our analysis.
3 The 2011–12 Schools and Staffing Survey estimates that 97 percent of Tennessee teachers are Black or
White.
4 According to TDOE guidelines, the first three domains are scored based on formal classroom observa-
tions, while the professionalism scores may be assigned outside the context of a classroom observation.
This distinction, alongside the fact that the indicators in the professionalism domain (e.g., leadership) re-
late more to work outside a teacher’s classroom, suggests that this component may not be a goodmeasure
of a teacher’s instructional effectiveness, though in practice professionalism scores are highly correlated
with scores on the other domains. We look separately at domain-level scores below.
5 The TEAM rubrics are available at https://team-tn.org/evaluation/teacher-evaluation-2/. Although the
same rubric is used for all teachers, TDOE provides guidance on applying the rubric differently for some
specialized teachers, such as special educators or those in career and technical education.
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expectations”) on each indicator. The rubrics approved for the other systems cover
different domains, though with substantial overlap with the content of the TEAM
rubric. In Tennessee, teachers typically receive between two and five observations
per year,6 and more than 90 percent of observations are conducted by the school
principal or assistant principal, with the remainder performed by central office of-
ficials or teacher observers. Scores averaged over the school year become the sum-
mative classroom observation rating.
Similar to national trends, Tennessee’s teacher workforce is far less racially di-

verse than the student population and overwhelmingly female. Eighty-nine percent
of teachers are White and 79 percent are female.7 While Black and White teachers
in Tennessee have similar background characteristics, they work in very different
school contexts. For instance, the average White teacher works in a school with
17 percent Black students, compared to 65 percent for the average Black teacher.
Similarly, Black teachers systematically work in urban schools while White teachers
are more evenly dispersed across locale types. Comparing male and female teach-
ers, the main difference is school level. Roughly half of male teachers work in high
schools, compared to only 19 percent of female teachers. Consistent with the pat-
terns for student demographics, the average White teacher works in a school with
few Black teachers (7 percent) and is unlikely to have a Black principal (10 percent).
While 64 percent of Black teachers work in a school with a Black principal, only
46 percent of their colleagues are Black, on average. Mainly due to the sorting by
school level, men have more male colleagues and are more likely to work for a male
principal.
As in other states, classroom observation scores are skewed, with most teachers

falling between 3 and 5 on the 1 to 5 scale. The average score is 3.96 with a standard
deviation of 0.59. To facilitate interpretation and ensure consistency across years,
we standardize scores within each year. As mentioned above, not all teachers receive
the same number of observations each year, though almost all receive between two
and five. The average teacher is observed 3.1 times by 1.9 different raters, with no
substantive differences by teacher race or gender.

METHODS

Our analysis follows from the conceptual framework presented in the second sec-
tion, where a teacher’s observation score (θ̂it) is a function of their true instructional
effectiveness (θit) and both persistent (δit) and transient factors (εit) that lead to differ-
ences between true and measured effectiveness race and gender gaps in observation
scores ( θ̂Group) can then be decomposed into systematic biases (δGroup) and true in-
structional effectiveness differences (θGroup) between Black and White or male and
female teachers. Repeated here for clarity, our definition of bias encompasses any
elements of δit that are correlated with teacher race or gender.
We begin by documenting race and gender gaps in teachers’ classroom observa-

tion scores by estimating the following model via OLS:

θ̂it = β0 + β1Blacki + β2Malei + εit, (4)

6 State policy does not provide clear-cut requirements for the number of classroom visits a teacher must
receive. Rather, policy sets minimum requirements for the number of times a teacher must be rated on
a particular rubric domain (e.g., instruction), and often a single classroom observation yields scores on
multiple domains.
7 Table A1 shows average teacher, school, colleague, and observation characteristics for Tennessee teach-
ers, along with disaggregations by race and gender. All appendices are available at the end of this article
as it appears in JPAM online. Go to the publisher’s website and use the search engine to locate the article
at http://onlinelibrary.wiley.com.
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where the average observation score (standardized by year) of teacher i in year t
is regressed on indicators for male and Black. Negative coefficients for β1 and β2
indicate that Black and male teachers have lower average observation scores than
White and female teachers, respectively.8β1 and β2 are descriptive estimates of θ̂Group
and should not be interpreted as clean estimates of race and gender bias because
they include both θit and δit .

To better isolate δit , the systematic bias portion of these observation score gaps,
we control for multiple determinants of or proxies for teachers’ instructional effec-
tiveness:

θ̂it = β0 + β1Blacki + β2Malei + γXit + εit, (5)

where Xit is a vector of two teacher characteristics, years of experience (entered
categorically), and educational attainment, that may partially capture differences
in teachers’ actual effectiveness. More important, for teachers in tested grades and
subjects, we can also include measures of “value added” (VA) to two outcomes for
subsets of teachers. For teachers of tested grades and subjects, we estimate value
added to student test scores to capture teachers’ individual contributions to stu-
dent achievement. For teachers in self-contained classrooms in grades 1 through
5, we estimate value added to student attendance. To construct each of these VA
measures, we follow the leave-year-out, drift-adjusted approach outlined in Chetty,
Friedman, andRockoff (2014).9 Prior work demonstrates only aweak correlation be-
tween teachers’ contributions to raising student test scores and their contributions
to lowering student absenteeism (Gershenson, 2016; Liu & Loeb, 2021), suggesting
that teacher effectiveness is a multidimensional construct. Including multiple alter-
native measures of effectiveness allows us to more convincingly isolate the portion
of race and gender gaps that may be attributable to bias.
Equation (5) is equivalent to a version of the Kitagawa–Blinder–Oaxaca decompo-

sition where γ is the non-discriminatory coefficient vector estimated via a pooled re-
gression of both groups (Jann, 2008). β1 and β2 are differences in observation scores
between Black and White and male and female teachers, respectively, conditional
on the elements of Xit .10 We can interpret these as estimates of race and gender bias,

8 Note that we can also include the interaction between Black and male. While we show the descrip-
tive findings for this model, the bulk of our analysis focuses on race and gender gaps, rather than the
intersection of race and gender.
9 The estimation steps are as follows. First, we residualize student test scores (separately by subject) on
a vector of prior-year test scores, student characteristics—race/ethnicity, gender, free or reduced-price
lunch (FRPL) eligibility, gifted status, special education status, lagged absences, grade repetition, and
whether the student changed schools at least once during the year—school- and grade-level averages of
these student characteristics, grade-by-year fixed effects, and teacher fixed effects. After computing the
student residuals, we add back the teacher fixed effects and estimate the best linear predictor of a teacher’s
average student residuals in the current year based on their residuals from prior and future years. The
coefficients from this best linear predictor are then used to predict a teacher’s value-added in the current
year. Finally, we standardize this measure at the teacher level within each year. For attendance VA, we
follow the same procedure except we do not control for prior-year test scores, since they are unavailable
for students in early grades. Additionally, we restrict the sample to teachers in self-contained classrooms
in grades 1 through 5. Because our data only measure daily attendance (as opposed to measuring by
each class period), we cannot plausibly isolate the contribution of teachers to student attendance when
students have multiple teachers per day.
10 Specifically, these parameters can be expressed as: E(XA)

′
(γA − γ ) + E(XB)

′
(γB − γ ) + (αA − α) +

(αB − α), which shows that the unexplained differences in observation scores between groups A and B
(i.e., Black and White or male and female teachers) reflect differences in the coefficient vectors for deter-
minants of instructional effectiveness (γA − γ and γB − γ ) and differences in the group-specific intercepts
(αA − α and αB − α). In fact, we find few differences in the coefficient vectors, with the vast majority of
unexplained differences driven by differences in the intercepts.
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δGroup, under the assumption that E [θit|Xit] = E[θit|Xit,Groupi]. That is, we must as-
sume that Xit fully accounts for any instructional effectiveness differences along race
and gender lines.
There are two types of threats to this assumption. First, there could exist dimen-

sions of true instructional effectiveness that are weakly related to Xit but are corre-
lated with teacher race or gender. A teacher’s ability to build such social-emotional
skills as self-management or peer relationship development, for instance, might
be poorly captured by their contributions to student test scores. If this dimen-
sion is then correlated with teacher race or gender, our estimate of δGroup would
be incorrect. We aim to address this threat by drawing on two distinct outcome-
based measures of teacher effectiveness (test score and attendance VA), as well as
measures derived from student surveys for a subsample of teachers. The second
type of threat is that Xit includes all relevant measures of instructional effective-
ness but contains measurement error, which leads to an understatement of θGroup
due to attenuation bias and a corresponding overstatement of δGroup. This concern
is salient for value-added measures, where reliability can be low (Koedel, Mihaly,
& Rockoff, 2015). To mitigate the potential for this type of attenuation bias, we
rely on value-added models that incorporate multiple years of test score data and
use shrinkage to reduce measurement error. Our efforts to address these threats
likely substantially reduce any residual race or gender gap attributable to differ-
ences in true job performance. Still, we also conduct a bounding exercise (described
in Appendix C)11 to examine the robustness of our results to violations of this key
assumption.
Given estimates of race and gender bias, the second part of our analysis investi-

gates potential mechanisms. That is, what are the elements of δit that are correlated
with teacher race or gender? We first investigate the role of school context by adding
to equation (5) a set of school characteristics, including average student demograph-
ics, enrollment size, school level, and school locale. Attenuation in the estimated
race and gender gaps when controlling for school characteristics would suggest that
school contextual factors play a role in producing these biases, though we cannot
necessarily determine whether the observables are the relevant factors or whether
they are proxies for unobservable factors. Given the limited set of school character-
istics in administrative data, we can go a step further by replacing school charac-
teristics with school-by-year fixed effects (FE), which eliminates all between-school
heterogeneity, thus isolating race and gender bias to within-school mechanisms. Be-
yond controlling for biases from between-school heterogeneity, these school-by-year
fixed effects further assuage concerns that teacher characteristics insufficiently ad-
just for any true differences in instructional effectiveness.
We proceed to investigate several within-school mechanisms for racial and gen-

der biases using a school-by-year fixed effects approach. These mechanisms include
systematic differences by race and gender in students assigned, in teaching assign-
ment (e.g., subject taught), and in rater characteristics. For students assigned, we
add information about students in teacher’s classroom to the model, including their
background characteristics and prior-year test scores, attendance, and disciplinary
information. For assignment, we examine a teacher’s grade level and subject.12 For
rater characteristics, we leverage the fact that teachers have multiple observations
over the course of the year, typically performed by multiple raters (most often the
principal and an assistant principal). Rater characteristics include race, gender,

11 All appendices are available at the end of this article as it appears in JPAM online. Go to the publisher’s
website and use the search engine to locate the article at http://onlinelibrary.wiley.com.
12 Because teachers can have multiple subject assignments, we operationalize subject taught in propor-
tional terms, with full (100 percent) ELA teachers as the reference category.

Journal of Policy Analysis and Management DOI: 10.1002/pam
Published on behalf of the Association for Public Policy Analysis and Management

http://onlinelibrary.wiley.com


140 / Potential Race and Gender Biases in High-Stakes Teacher Observations

Notes: Each plot shows the average observation score across years for the subgroup defined in the plot
legend. The plots on the left show the unadjusted scores, which range from 1 to 5. The plots on the right
show scores that have been standardized within year.

Figure 1. Average Observation Scores by Race and Gender.
[Color figure can be viewed at wileyonlinelibrary.com]

education level, experience, and job title, though we also estimate specifications that
include rater fixed effects. School-by-year and rater fixed effects are identified given
that 91 percent of schools have multiple raters in a given year.

DESCRIPTIVE GAPS IN OBSERVATION SCORES

We begin our analysis by descriptively examining race and gender gaps in teacher-
by-year average observation scores. Figure 1 shows these gaps for each year
beginning in 2012—the first year that Tennessee implemented its multiple-measure
teacher evaluation system. The top panels show average observation scores for race
and gender separately, while the bottom panels show the four combinations of race
and gender. We show both raw scores from the rubric (ranging from 1 to 5) and
scores that are standardized by year. Several patterns are evident from the figure.
First, in each year, White teachers receive higher average observation scores than
Black teachers, and women receive higher average scores than men. Second, al-
though average observation scores are increasing over time for all groups, race and
gender gaps are fairly constant; there is almost no change in gender gaps across
years, and, despite some movement, the magnitude of the Black–White gap in 2012
is equal to 2019. The third pattern is that the male–female gap is larger than the
Black–White gap. Pooling across all years, women outscore men by 0.30 SD, while
White teachers outscore Black teachers by 0.15 SD. As a result, Black men are the
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lowest-scoring teachers, receiving scores approximately half a standard deviation
lower than White women.13

Table 1 shows descriptive gaps in teacher-by-year observation scores across six
categories of subgroups: school level, school locale, the teacher observation rubric
used by the district, the rubric domain, the teacher’s primary subject taught,14 and
years of experience. Panel A shows race and gender gaps, and panel B shows race-
by-gender gaps. In both panels, the omitted group is White female teachers. The pat-
terns are strikingly consistent across all subgroups. Regardless of the school context,
observation rubric used, rubric domain, subject taught, or experience level, Black
teachers receive lower average scores than White teachers, and male teachers re-
ceive lower average scores than female teachers. However, we do find significant
heterogeneity in the magnitude of these gaps, particularly for race. For instance, the
Black–White gap is almost twice as large in high schools (-0.21 SD) as in elementary
schools (-0.12 SD). In terms of locale, the average Black teacher in an urban school
scores only marginally lower (-0.02 SD) than the average White teacher, but Black
teachers in town/rural schools score far lower than White teachers (-0.37 SD).
Race gaps in observation scores also vary in magnitude according to the dis-

trict’s observation rubric. The most commonly used TEAM rubric shows substan-
tially larger race gaps than the other rubrics. Additionally, for those teachers, we
can disaggregate scores by the four rubric domains: instruction, environment, plan-
ning, and professionalism. We find that gaps in observation scores exist and are
similarly sized across all four domains. For subject taught, the largest race gap is
for social studies teachers, with relatively smaller gaps for health/P.E., math, and
self-contained teachers. The Black–White gap is largest among teachers with more
than 20 years of experience (-0.25 SD) and brand-new teachers (-0.22 SD for 0 to
1 year of experience).
Gender gaps generally are less variable in magnitude across subgroups. For in-

stance, the male–female gap is -0.23 SD, -0.29 SD, and -0.28 SD in elementary, mid-
dle, and high schools, respectively. Like the Black–White gap, the male–female gap
is largest in town/rural schools (-0.33 SD), though there is also a sizable gap in urban
schools (-0.25 SD). Subject taught and teacher experience show the greatest variabil-
ity in themagnitude of the gender gap. The gap is largest formath and self-contained
teachers (-0.39 SD) and smallest for arts/music teachers (-0.11 SD). The gender gap
also steadily grows across the experience distribution, from -0.18 SD among first-
and second-year teachers to -0.39 SD among teachers with more than 20 years of
experience.
Turning to race-by-gender in panel B, we observe that, relative to White women,

Black women tend to have the smallest gap, while Black men often score lower than
White women by more than half of a standard deviation. The largest observation
score gap is in town/rural schools, where Black men receive scores that are 0.72 SD
lower than White women, on average.

DO OBSERVATION SCORE GAPS REFLECT BIAS?

The previous section establishes that there are differences in average observation
scores along race and gender lines. Next, we attempt to isolate the portion of these

13 The race and gender gaps are approximately additive, both descriptively and when tested via an in-
teraction term in our regression models. We thus omit the interaction between race and gender in the
models we present.
14 We include teachers in a particular subgroup if 50 percent or more of their assignment was in the
given subject.

Journal of Policy Analysis and Management DOI: 10.1002/pam
Published on behalf of the Association for Public Policy Analysis and Management



142 / Potential Race and Gender Biases in High-Stakes Teacher Observations

Table 1. Gaps in standardized observation scores by subgroups.

(A) Race + Gender (B) Race × Gender

Black Male
Black
Female

White
Male

Black
Male

School Level
Elementary −0.122 −0.234 −0.119 −0.231 −0.364
Middle −0.176 −0.291 −0.160 −0.281 −0.499
High −0.209 −0.283 −0.183 −0.275 −0.522

School Locale
Urban -0.020 −0.245 0.009 −0.209 −0.328
Suburban −0.122 −0.309 −0.102 −0.303 −0.505
Town/Rural −0.365 −0.332 −0.355 −0.330 −0.722

Observation
Rubric

TEAM −0.391 −0.292 −0.383 −0.289 −0.707
COACH −0.266 −0.381 −0.225 −0.370 −0.752
TEM −0.210 −0.306 −0.174 −0.268 −0.482
TIGER −0.239 −0.291 −0.264 −0.293 −0.464

Rubric Domain
(TEAM)

Instruction −0.394 −0.263 −0.389 −0.261 −0.669
Environment −0.352 −0.273 −0.341 −0.270 −0.655
Planning −0.392 −0.317 −0.396 −0.317 −0.694
Professionalism −0.343 −0.290 −0.344 −0.290 −0.629

Subject Taught
Math −0.176 −0.390 −0.150 −0.379 −0.627
ELA −0.194 −0.304 −0.169 −0.284 −0.682
Science −0.198 −0.303 −0.193 −0.299 −0.510
Social Studies −0.314 −0.295 −0.234 −0.273 −0.753
Self-Contained −0.155 −0.394 −0.151 −0.386 −0.587
Foreign
Language

−0.219 −0.257 −0.229 −0.258 −0.441

Career/Tech Ed −0.202 −0.364 −0.158 −0.354 −0.620
Arts/Music −0.196 −0.109 −0.112 −0.090 −0.390
Health/P.E. -0.013 −0.266 −0.096 −0.282 −0.235

Years of
Experience

0–1 Years −0.215 −0.181 −0.228 −0.187 −0.365
2–4 Years −0.161 −0.219 −0.157 −0.217 −0.393
5–20 Years −0.129 −0.300 −0.115 −0.292 −0.479
21+ Years −0.247 −0.386 −0.247 −0.386 −0.633

Notes: Each combination of row and panel (A and B) shows results from a separate regression model,
where the row defines the subsample. Observation scores are standardized within each year. For subject
taught, subsamples include only teachers whose teaching assignment was 50 percent or more of the
given subject. For rubric domain, we compute the yearly average within each teacher-by-year cell then
standardize these teacher-by-year average scores. Rubric domain scores only include teachers evaluated
using the TEAM rubric in 2013 to 2019. Italicized estimates are not statistically significant at the 90
percent level.
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Table 2. Do observation score gaps reflect differences in teacher effectiveness?

(1) (2) (3) (4) (5) (6) (7) (8)

Black Teacher −0.152*** −0.182*** −0.149*** −0.191*** −0.122*** −0.196*** −0.087** −0.136***

(0.023) (0.022) (0.025) (0.023) (0.032) (0.030) (0.034) (0.031)
Male Teacher −0.301*** −0.286*** −0.322*** −0.262*** −0.299*** −0.275*** −0.308*** −0.231***

(0.014) (0.014) (0.014) (0.012) (0.022) (0.022) (0.026) (0.023)
Teacher Char-

acteristics
MA Degree 0.106*** 0.083*** 0.111*** 0.073***

(0.007) (0.008) (0.011) (0.013)
MA+ Degree 0.176*** 0.138*** 0.173*** 0.135***

(0.016) (0.017) (0.026) (0.030)
Ed.S. Degree 0.198*** 0.182*** 0.218*** 0.154***

(0.017) (0.018) (0.026) (0.028)
Ph.D. Degree 0.245*** 0.204*** 0.261*** 0.214***

(0.032) (0.036) (0.063) (0.067)
Exp 0–4 years −0.473*** −0.398*** −0.416*** −0.360***

(0.011) (0.012) (0.018) (0.020)
Exp 5–14 years −0.031*** −0.024*** −0.019 −0.011

(0.007) (0.009) (0.012) (0.015)
Exp 25–39 years 0.026** 0.026** 0.002 0.013

(0.010) (0.013) (0.018) (0.023)
Exp 40+ years −0.007 −0.029 −0.065 −0.120

(0.035) (0.048) (0.068) (0.105)
Drift-Adjusted

Value-Added
Test Score 0.262*** 0.318***

(0.005) (0.008)
Attendance 0.077*** 0.041***

(0.009) (0.009)

N 463,076 463,076 237,501 237,501 157,000 157,000 78,239 78,239
R2 0.017 0.073 0.020 0.143 0.006 0.055 0.008 0.138
� in Black Tch

estimate (p)
<0.001 <0.001 <0.001 <0.001

� in Male Tch
estimate (p)

0.151 <0.001 <0.001 <0.001

Notes: In each model, the dependent variable is a teacher’s average observation score in the given year.
Scores are standardized within year. Models are estimated via OLS. School-level clustered standard er-
rors are shown in parentheses. Columns 1, 3, 5, and 7 show the baseline gap estimates for the sample
corresponding to the next column(s). Sample sizes become progressively smaller because we cannot es-
timate value-added for all teachers. The bottom two rows show p-values from tests of equality for the
Black Teacher and Male Teacher coefficients in adjacent columns using seemingly unrelated regression
with standard errors robust to clustering by school. * p < 0.1; ** p < 0.05; *** p < 0.01.

gaps that is attributable to racial and gender biases by controlling for observable
determinants of teacher job performance.
Table 2 shows estimated Black–White andmale–female gaps in observation scores

with and without controlling for teacher characteristics and teacher value-added
measures. Each set of columns is a particular sample as we can only construct value-
added estimates for a subset of teachers. The patterns are similar across each set of
models; while the male–female gap shrinks when accounting for teacher charac-
teristics and value-added, the Black–White gap increases. For instance, column 1
shows the baseline race (-0.15 SD) and gender (-0.30 SD) gaps for the full sample
of teachers, while column 2 adds controls for teacher educational attainment and
experience. In Tennessee, Black and female teachers are slightly more experienced
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and have slightly higher educational attainment than White and male teachers, re-
spectively. Given that both experience and educational attainment are associated
with higher observation scores, adjusting for these characteristics increases the es-
timated race gap and (slightly) decreases the gender gap.
Teacher experience and degree attainment may be quite limited as proxies for

effectiveness. In the remaining columns of Table 2, we add more direct measures
of effectiveness based on student outcomes as covariates. Before turning to these
results, note that in terms of mean test score value-added, Black and White teach-
ers are very similar, while men are somewhat lower performing than women (-0.18
SD). For attendance value-added, Black teachers are higher performing than White
teachers (0.30 SD), on average, with no substantial differences by gender. As shown
in columns 4 and 6, each of these value-added measures is positively associated with
observation scores, though the relationship is much stronger for test score value-
added. Column 8 also shows that they are independently predictive of observation
scores, suggesting that test score and attendance value-added reflect different di-
mensions of performance that are both captured in observation scores.15 Control-
ling for either value-added measure (in addition to teacher characteristics) further
widens the Black–White gap and further narrows the male–female gap, though even
in the latter case, the residual gap remains substantial. Column 8 shows residual
gaps of -0.14 SD for Black teachers and -0.23 SD for male teachers, accounting for
both VA measures simultaneously.
We interpret the patterns in Table 2 as evidence of race and gender bias in obser-

vation scores by our definition that bias is a systematic deviation of ratings from
actual instructional effectiveness. This evidence is not definitive; interpreting the
residual gaps in Table 2 as bias necessarily rests on assumptions that are not directly
testable. Perhaps most obviously, we must assume that Black and White (male and
female) teachers do not differ on an important dimension of instructional effective-
ness that is not captured by observable characteristics or contributions to student
test scores and attendance. This argument would be bolstered by consideration of
additional alternative measures of effectiveness. For a small sample of schools, we
can incorporate such an additional measure: ratings from student surveys. Student
surveys, which allow districts to capture student perceptions of instructional qual-
ity and the classroom environment, are optional under the state’s evaluation system,
and teacher-level measures are available for only 5 percent of our sample.16 As Ta-
ble A2 shows, accounting for student survey scores does not eliminate the race or
gender gap in this sample.17
An alternative threat to the bias claim might be that summative observation rat-

ings in Tennessee incorporate dimensions of teacher performance beyond instruc-
tion. In particular, teachers receive ratings in TEAM on a professionalism domain
that measure contributions to the school outside the classroom (e.g., community
involvement, teacher leadership). Because we have defined bias as deviation from
instructional effectiveness, wemay be concerned that gaps in professionalism scores

15 Similar to prior work (e.g., Gershenson, 2016; Liu & Loeb, 2021), we find only weak correlations
between teachers’ test score and attendance value-added (r = 0.09).
16 Under the state’s educator evaluation system, districts may choose to administer one of a handful
of approved student engagement surveys (Tennessee School Climate Survey, Tripod Survey, My Student
Survey, or Panorama) to count for 5 percent of a teacher’s summative evaluation rating. Unfortunately,
we can only access the 1 to 5 rating that was assigned to a teacher according to these surveys—we cannot
observe the survey employed or the criteria determining the score. Nonetheless, Table A2 shows a clear
positive relationship between a teacher’s average classroom observation score and their 1 to 5 student
survey rating, even when controlling for their test score VA.
17 All appendices are available at the end of this article as it appears in JPAM online. Go to the publisher’s
website and use the search engine to locate the article at http://onlinelibrary.wiley.com.
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drive overall gaps, or that teachers’ performance on this component may not corre-
late well with degree, experience, or alternative performance measures generated
from student outcomes. In contrast, in the absence of bias, we might expect that
gaps on the domains most closely linked to teachers’ instructional work, such as in-
struction or environment (which capture expectations, classroom management, and
classroom culture), would be drastically reduced when the covariates are included.
To investigate, in Tables A3 and A4, we estimate models separately by rubric do-
main. The table shows that estimated gaps are large not just for professionalism but
for the three domains more closely linked to teachers’ instructional work as well.
Accounting for teacher characteristics and the VA measures, residual gaps remain
large (and generally similar in magnitude) across all four domains, spanning those
most clearly connected to the other effectivenessmeasures (e.g., instruction) to those
that are less so.18
We consider two other robustness analyses to complement Table 2. First, Table A5

replicates the patterns in Table 2 using school-by-year fixed effects.19 While this
eliminates potential biases arising from between-school differences (an issue we re-
turn to in the next section), it may provide a more robust lower-bound estimate of
race and gender bias by only comparing teachers working in the same school con-
text. Indeed, results show smaller, though still significant, estimates of the racial
gap, though estimates of the gender gap are very close to those shown in Table 2.
Second, we reestimate the test score value-added results using an alternative value-
addedmetric—namely, themeasure calculated by the state for the evaluation system
(TVAAS). Table A6 shows that this measure has predictive value for observation rat-
ings even while conditioning on the value-added score we estimated. The estimates
of the racial and gender gaps, however, remain qualitatively unchanged when we
account for this measure.20
Finally, we perform a bounding exercise proposed by Oster (2019). The intuition

of this check is to use the change in the estimated gaps with and without controls
for observable determinants of teacher instructional effectiveness, along with the
change in R2, to compute adjusted gaps in the presence of unobservable differences
in instructional effectiveness. The results of this exercise show that the residual race
gap is robust even to a large unobserved difference in a facet of instructional effec-
tiveness between Black and White teachers, while the residual gender gap is robust

18 In fact, there is little evidence that item- or domain-level scores measure different constructs, partic-
ularly for the instruction, planning, and environment domains. When analyzed in an exploratory factor
analysis, all items load strongly on a single latent construct. Professionalism shows some evidence of be-
ing a distinct construct, but if we predict factor scores from professionalism items only and, separately,
all instruction, planning, and environment items, the two sets of scores are correlated at 0.64.
19 All appendices are available at the end of this article as it appears in JPAM online. Go to the publisher’s
website and use the search engine to locate the article at http://onlinelibrary.wiley.com.
20 There are at least three reasonswhy drift-adjusted VA and TVAAS are independently predictive of obser-
vation scores. First, TVAAS incorporates student performance from the current year, while drift-adjusted
VA, by construction, does not. To the extent that idiosyncratic variation in classroom performance is
captured by both TVAAS and observation scores (e.g., having an unusually motivated group of students),
TVAASwill be correlated with observation scores even conditional on drift-adjusted VA. Second, there are
differences in how TVAAS and drift-adjusted VA account for student sorting. For instance, TVAAS does
not control for students’ demographic characteristics, while drift-adjusted VA does. If observation scores
are correlated with student demographics, then TVAAS and drift-adjusted VA will be independently pre-
dictive of observation scores. Finally, drift-adjusted VA incorporates more years of test score data than
TVAAS, including future years. To the extent that past and future performance helps to predict teachers’
current year performance, drift-adjusted VA will be predictive of observation scores even conditional on
TVAAS.

Journal of Policy Analysis and Management DOI: 10.1002/pam
Published on behalf of the Association for Public Policy Analysis and Management

http://onlinelibrary.wiley.com


146 / Potential Race and Gender Biases in High-Stakes Teacher Observations

to a small or medium unobserved difference between male and female teachers (see
Appendix C).21

WHAT DRIVES RACE AND GENDER BIASES IN OBSERVATION SCORES?

The remainder of our analysis focuses on examining potential drivers of the appar-
ent systematic deviations in observation scores from teacher effectiveness along race
and gender lines. We start by investigating the role of school context, then move to
within-school mechanisms, such as rater characteristics and teacher-student assign-
ment patterns. For these analyses, we focus on the sample of teachers for whom we
can estimate test score VA, rather than both test score and attendance VA. Not con-
trolling for attendance VA allows us to include roughly three times asmany teachers,
and once we condition on test score VA, further controlling for attendance VA leads
to little or no change in the estimated gaps. For completeness, Appendix B shows
results for two alternative samples: the full sample of teachers (including those with-
out test score VA) and the sample of teachers with both attendance and test score
VA.

Differences in School Context

Table 3 shows Black–White and male–female gap estimates with controls for school
context. The estimates in column 1 show the baseline estimates, which only include
teacher characteristics and test score VA. Column 2 adds school characteristics, in-
cluding enrollment size, student demographics, school level, and locale type. The
average Black teacher and White teacher in Tennessee work in very different school
contexts. For example, the average Black teacher works in a school where 65 percent
of students are Black, compared to only 17 percent for the average White teacher
(see Table A1).22 Also, most Black teachers work in urban schools, while most White
teachers work in town or rural schools. Large differences in school context may
matter to the extent that observation scores implicitly measure school-level factors
that are unrelated to an individual teacher’s own effectiveness. Prior studies, for in-
stance, have shown that teachers’ subjective evaluation scores in part capture the
demographic characteristics of the students they teach (Campbell & Ronfeldt, 2018;
Steinberg & Garrett, 2016). Accounting for school characteristics, then, helps un-
cover the extent to which score biases associated with race are explained by teacher
sorting patterns.
As shown in column 2, adding these controls reduces the Black–White gap from

-0.19 to 0.03 SD. Examining the estimated coefficients for school characteristics con-
firms that there is a substantial relationship between school context and observation
scores. On average, teachers receive lower observation scores in schools with more
Black and Hispanic students, fewer gifted students, and more students qualifying
for free/reduced-price lunch (FRPL). Teachers in middle and high schools receive
lower average scores than those in elementary schools. Conditional on student de-
mographics and school level, there are no significant differences among teachers
from different locale types. The gender gap decreases slightly in magnitude when
accounting for school characteristics (-0.26 SD to -0.24 SD). The decrease is ex-
plained by a single factor: men are much more likely to work in high schools (52 to
19 percent), where teachers receive systematically lower observation scores.

21 All appendices are available at the end of this article as it appears in JPAM online. Go to the publisher’s
website and use the search engine to locate the article at http://onlinelibrary.wiley.com.
22 All appendices are available at the end of this article as it appears in JPAM online. Go to the publisher’s
website and use the search engine to locate the article at http://onlinelibrary.wiley.com.
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Table 3. Observation score gaps and school context.

(1) (2) (3) (4) (5)

Black Teacher −0.191*** 0.026 −0.132*** −0.318*** −0.238***

(0.023) (0.022) (0.015) (0.040) (0.029)

Male Teacher −0.262*** −0.244*** −0.262*** −0.242*** −0.261***

(0.012) (0.009) (0.008) (0.009) (0.008)

Black Teacher x Prop. Black Students 0.629*** 0.217***

(0.073) (0.050)

School Characteristics
Enrollment (100s) 0.007** 0.008**

(0.003) (0.003)

Prop. Black Students −0.320*** −0.463***

(0.054) (0.059)

Prop. Hispanic Students −0.426*** −0.266**

(0.120) (0.121)

Prop. Gifted Students 1.290*** 1.487***

(0.430) (0.440)

Prop. SPED Students −0.349* −0.297
(0.205) (0.205)

Prop. FRPL Students −0.161*** −0.180***

(0.042) (0.042)

Middle School −0.163*** −0.160***

(0.028) (0.027)

High School −0.137*** −0.134***

(0.033) (0.032)

Other School −0.036 −0.036
(0.065) (0.065)

Urban School 0.012 0.017
(0.039) (0.039)

Town School 0.089** 0.094**

(0.038) (0.038)

Suburban School 0.002 0.005
(0.034) (0.034)

Teacher Characteristics
√ √ √ √ √

Test Score Value-Added
√ √ √ √ √

School-by-Year FE
√ √

N 237,501 237,501 237,501 237,501 237,501
R2 0.143 0.162 0.427 0.165 0.427

Notes: In each model, the dependent variable is a teacher’s average observation score in the given year.
Scores are standardizedwithin year.Models are estimated via OLS. School-level clustered standard errors
are shown in parentheses. Teacher characteristics include experience level and educational attainment.
* p < 0.1; ** p < 0.05; *** p < 0.01.
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Taken at face value, the estimates in column 2 imply that comparing Black and
White teachers who work in similar school contexts yields almost no gap in average
observation scores. We might be tempted to conclude, then, that the primary driver
of race gaps in observation scores is teacher sorting across environments that vary in
their average observation scores. However, when we replace school characteristics
with school-by-year fixed effects (FE) in column 3, we recover a Black–White gap of
-0.13 SD.23 The estimated male–female gap is very similar in columns 2 and 3.
What explains the large difference in the Black teacher coefficients for these spec-

ifications? Our reanalysis by race and gender subgroups (shown in Table A7) un-
covers that the model in column 2 is misspecified; specifically, there exists substan-
tial heterogeneity in the relationships between school characteristics and observa-
tion scores for Black versus White teachers.24 When estimating separate models for
Black and White teachers, the relationships between observation scores and school
characteristics are very different. Most notably, the Proportion Black Students co-
efficient is 0.44 for Black teachers and -0.45 for White teachers. This large differ-
ence in the slope, combined with the fact that the average Black teacher works
in schools with very different proportions of Black students, means that the bias
from an omitted interaction (i.e., Black Teacher × Proportion Black Students) is
substantial.25
Columns 4 and 5 of Table 3 add an interaction between Black teacher and the pro-

portion of Black students in the school. Regardless of whether we control for school
characteristics (column 4) or school-by-year fixed effects (column 5), the interac-
tion term is positive, large in magnitude, and statistically significant. In substantive
terms, the Black Teacher × Prop. Black Students coefficient in column 5 demon-
strates that the Black–White gap in observation scores is largest in schools that have
few Black students and smallest in schools with many Black students.
In Table 4, we further examine student race as amoderator of the Black–White gap

in teacher observation scores. Specifically, we test whether student racial composi-
tion is a proxy for other factors, such as the racial composition of the teaching staff
or school administration. Columns 1, 2, and 3 estimate interactions between Black
teacher and the school’s proportion of Black students, colleagues (i.e., other teachers
in the school), and administrators (combining principals and assistant principals),
respectively.When included separately, each interaction is statistically significant, in
the expected direction, and large in magnitude. Column 2, for instance, shows that
the estimated Black–White gap decreases by 0.35 SD moving from a school with a
single Black teacher to a school with all Black teachers. When we include student,
colleague, and administrator demographics in the same model (column 4), we find
that the positive interaction between Black teacher and proportion of Black students
is attenuated, while the interactions for Black colleagues and administrators remain

23 Inmodels with school-by-year FE, the effective sample for the Black–White gap conditions on having at
least one Black teacher in the school. Descriptively, schools that have no Black teachers are overwhelm-
ingly located in areas designated as town/rural (73 vs. 35 percent for schools with at least one Black
teacher) and have an average of 89 percent White students (vs. 52 percent). One potential reason for the
change in the Black Teacher coefficient between columns 2 and 3, then, is the change in the effective sam-
ple. To check this, we reestimated the model in column 2 but restricted to school-by-year cells that had
at least one Black teacher. As shown in Table A8, the estimated Black–White gap was almost identical.
Thus, the difference between columns 2 and 3 is not driven by a change in the effective sample.
24 All appendices are available at the end of this article as it appears in JPAM online. Go to the publisher’s
website and use the search engine to locate the article at http://onlinelibrary.wiley.com.
25 While there are also substantive differences in the coefficients for some of the other school character-
istics (e.g., proportion of Hispanic students, proportion of gifted students), the magnitude of bias from
omitted interactions is much smaller because the correlation between teacher race and these other char-
acteristics is much smaller.
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Table 4. Disentangling Black students, Black teachers, and Black administrators.

(1) (2) (3) (4) (5)

Black Teacher −0.236*** −0.223*** −0.232*** −0.231***

(0.028) (0.030) (0.022) (0.034)

Black Teacher (0–25% Black
Colleagues)

−0.196***

(0.021)

Black Teacher (25–50% Black
Colleagues)

−0.121***

(0.029)

Black Teacher (50–100% Black
Colleagues)

0.026
(0.028)

Interactions
Black Tch. x Prop. Black Students 0.216*** −0.028

(0.050) (0.077)

Black Tch. x Prop. Black Colleagues 0.345*** 0.228**

(0.059) (0.104)

Black Tch. x Prop. Black Admin 0.220*** 0.130**

(0.037) (0.052)

Teacher Characteristics
√ √ √ √ √

Test Score Value-Added
√ √ √ √ √

School-by-Year FE
√ √ √ √ √

N 238,213 238,213 238,213 238,213 238,213
R2 0.427 0.427 0.427 0.427 0.427

Notes: In each model, the dependent variable is a teacher’s average observation score in the given year.
Scores are standardizedwithin year.Models are estimated via OLS. School-level clustered standard errors
are shown in parentheses. Teacher characteristics include experience level and educational attainment.
* p < 0.1; ** p < 0.05; *** p < 0.01.

positive and statistically significant. In other words, the shrinking Black–White gap
in schools with more Black students appears to be explained by the fact that there
are more Black colleagues and administrators in those schools.26 In particular, col-
league race remains a salient moderator of the Black–White gap.
To further illuminate the dynamics in Table 4, Figure 2 plots the estimated Black–

White gap in observation scores as a function of the proportion of Black colleagues
in the school. We show estimates from four different specifications, all of which
include teacher characteristics and the interaction between Black teacher and the
proportion of Black colleagues in the school. Importantly, we estimate the relation-
ship nonparametrically (instead of assuming a linear relationship) by dividing the
proportion of Black colleagues into categories. Panel A controls only for the propor-
tion of Black colleagues and includes no other school characteristics, while panel
B controls for school characteristics. Panels C and D replace school characteris-
tics with school-by-year FE, and panel D also includes interactions between Black

26 In Table 4, column 4, the p-value for a test of the difference between the interaction terms for Black
Teacher × Prop. Black Students and Black Teacher × Prop. Black Colleagues (Black Teacher × Prop.
Black Admin) is p = 0.11 (p = 0.10).
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Notes: Each plot shows the estimated contrast between Black and White teachers (i.e., the linear combi-
nation of the main effect of Black teacher and the interaction between Black teacher and the proportion
of Black colleagues in the school) from a regression model that includes a categorical variable for the
percentage of Black teachers in the school, not counting the focal teacher. All models include controls
for teacher experience, educational attainment, and test score value-added. Panels (a) and (b) include
year fixed effects. Panel (c) includes school-by-year fixed effects, and panel (d) adds interactions between
Black teacher and proportion of Black students and Black administrators, respectively. Shaded regions
show 95 percent confidence intervals.

Figure 2. Black–White Gaps in Observation Scores by Teacher Racial Composition
in School.

teacher and the proportion of Black students and Black administrators, respectively.
Across all specifications, we find a consistent pattern: the Black–White gap in ob-
servation scores narrows in schools that have more Black teachers. In our preferred
specification that includes school-by-year fixed effects (panel C), for example, the
Black–White gap ranges from roughly -0.20 SD in schools with zero to 30 percent
Black colleagues to zero or even positive in schools with a majority of Black col-
leagues.27

The results in Tables 3 and 4 show that school context is an important modera-
tor of the Black–White observation score gap and it is thus important to estimate a

27 Figure A1 shows the distribution of colleague race (i.e., what proportion of a teacher’s colleagues are
Black) for Black and White teachers in Tennessee. (All appendices are available at the end of this article
as it appears in JPAM online. Go to the publisher’s website and use the search engine to locate the article
at http://onlinelibrary.wiley.com.) The left plot shows the distribution for the full sample, and the right
plot shows the distribution for the effective sample, in the school-by-year FE model—defined as school-
by-year cells where there is at least one Black teacher. The vast majority ofWhite teachers work in schools
with few or no Black colleagues, while relatively even proportions of Black teachers work in schools that
are racially isolated or mixed. Based on panel C in Figure 2, the mean Black teacher works in a school
with 45 percent Black colleagues and a predicted Black–White gap of -0.10 SD, while the mean White
teacher in the effective sample works in a school with 13 percent Black colleagues and a predicted Black–
White gap of -0.25 SD. That said, roughly half of Black teachers in Tennessee work in a school where the
predicted Black–White gap is zero.
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model that accounts for this heterogeneity. Instead of estimating a single parame-
ter for Black teacher, then, we include an interaction to estimate the Black–White
gap for teachers in schools with 0 to 25, 25 to 50, and 50 to 100 percent Black col-
leagues.28 The results from this approach, shown in column 5, are equivalent to
Figure 2 panel C, except that we reduce the number of categories for parsimony.

Within-School Mechanisms

The previous section establishes that substantial race and gender gaps persist even
when restricting comparisons to Black and White (male and female) teachers work-
ing in the same school in the same year. We now turn to investigating explanations
for these residual within-school gaps.
First, we consider the characteristics of raters. Here, we leverage the fact that

teachers receive multiple classroom observations each year, which often are con-
ducted by different raters (typically principals and assistant principals). The average
teacher has two different raters in a given year. In addition to current job title, we
can observe raters’ demographic characteristics, education level, and job history.
Table 5, column 1, shows the baseline within-school race and gender gaps, which
include school-by-year FE, controls for teacher characteristics, and controls for ob-
servation order and total observations.29 Whereas the unit of observation in prior
tables was teacher-by-year, we now shift to teacher-by-year-by-observation. Adding
rater characteristics in column 2, there is no change in the estimated gaps, though
some of the rater characteristics are predictive of observation scores. Most notably,
central office raters give substantially lower scores than principals, assistant princi-
pals, or teachers.
In column 3, we add rater fixed effects. If unobserved characteristics of raters

are contributing to race or gender gaps, including rater fixed effects will account
for them to the extent that they are fixed over time. For instance, this approach
would account for a scenario where gaps are driven by Black or male teachers being
systematically observed by harsher raters (i.e., raters who give lower average ratings
regardless of teacher race or gender). However, we find essentially no change in the
race or gender gaps between columns 2 and 3.
In column 4, we look for evidence of teacher-rater matching effects. We find no

benefit of having a same-gender rater—the estimated coefficient is a precise zero.
However, we do find evidence of an effect for race: observation scores are 0.03 SD
higher when the teacher and rater are the same race. With only two racial/ethnic
groups (and equivalently for gender), we cannot identify separate matching effects
for Black and White teachers. We might expect, however, that the magnitude of the
race-match effect varies by the racial composition of the school. Table A9 shows the
results of reestimating column 5 for subsamples of teachers in schools with 0 to 10,

28 These categories, respectively, include 31, 21, and 48 percent (92, 5, 3 percent) of Black (White) teachers
in the state. An alternative is to report both the main effect (Black Teacher) and interaction term (Black
Teacher× Proportion of Black Colleagues) for each specification. However, this approach adds complexity,
and we found that it yields little additional insight relative to simply reporting the marginal effects. Given
the high correlations between proportion of Black students, colleagues, and administrators, our findings
are very similar if we instead include an interaction with Black students or Black administrators, or
include all three interactions. For the sake of parsimony and precision, we only model the interaction
between Black teacher and proportion of Black colleagues in the school.
29 Teachers in Tennessee typically receive between two and five observations each year, which is deter-
mined by a combination of prior-year evaluation rating, certification status, and district policy. Less than
1 percent of teachers have only a single observation in a year, so we group one and two observations to-
gether for simplicity. All of our results are robust to dropping these teachers or including a separate
indicator in the model.
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Table 5. Do rater characteristics explain observation score gaps?

(1) (2) (3) (4)

Black Teacher (0–25% Black
Colleagues)

−0.153*** −0.153*** −0.149*** −0.134***

(0.020) (0.020) (0.020) (0.020)

Black Teacher (25–50% Black
Colleagues)

−0.111*** −0.110*** −0.111*** −0.117***

(0.026) (0.026) (0.026) (0.026)

Black Teacher (50–100% Black
Colleagues)

0.036 0.037 0.036 0.017
(0.033) (0.033) (0.034) (0.035)

Male Teacher −0.210*** −0.211*** −0.211*** −0.211***

(0.008) (0.008) (0.007) (0.007)

Rater Characteristics
Black −0.017

(0.017)

Male 0.019**

(0.009)

Ed.S. Degree 0.003 0.007 0.007
(0.011) (0.023) (0.023)

Ph.D. Degree −0.026* 0.010 0.011
(0.015) (0.027) (0.027)

Assistant Principal 0.012 0.029* 0.029*

(0.009) (0.017) (0.016)

Teacher 0.031* −0.053 −0.053
(0.018) (0.041) (0.041)

Central Office −0.176*** −0.121** −0.121**

(0.027) (0.038) (0.038)

3–5 Years Admin Exp. −0.003 −0.020** −0.020**

(0.009) (0.010) (0.009)

6–9 Years Admin Exp. 0.010 −0.036*** −0.036***

(0.011) (0.014) (0.014)

10+ Years Admin Exp. 0.031** −0.028* −0.028*

(0.012) (0.017) (0.017)

Race Match w/ Teacher 0.032***

(0.011)

Gender Match w/ Teacher 0.007
(0.005)

Observation Order
Second 0.171*** 0.171*** 0.170*** 0.170***

(0.005) (0.005) (0.004) (0.004)

Third 0.399*** 0.397*** 0.393*** 0.393***

(0.009) (0.009) (0.008) (0.008)
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Table 5. (Continued)

(1) (2) (3) (4)

Fourth 0.492*** 0.491*** 0.486*** 0.486***

(0.012) (0.012) (0.011) (0.011)

Fifth or more 0.643*** 0.638*** 0.631*** 0.631***

(0.017) (0.017) (0.016) (0.016)

Total Observations
Three −0.498*** −0.497*** −0.492*** −0.492***

(0.008) (0.008) (0.008) (0.008)

Four −0.825*** −0.823*** −0.814*** −0.814***

(0.013) (0.013) (0.013) (0.013)

Five or more −0.975*** −0.972*** −0.964*** −0.963***

(0.014) (0.014) (0.013) (0.013)

Teacher Characteristics
√ √ √ √

Test Score Value-Added
√ √ √ √

School-by-Year FE
√ √ √ √

Rater FE
√ √

N 485,548 485,548 485,307 485,307
R2 0.383 0.384 0.424 0.424

Notes: In eachmodel, the dependent variable is a teacher’s average item-level score for a given observation,
where teachers have multiple observations in each year. Scores are standardized within year. Models
are estimated via OLS. School-level clustered standard errors are shown in parentheses. For the Black–
White gap, we report the estimated marginal effect in schools with zero to 25 percent, 25 to 50 percent,
and 50 to 100 percent Black colleagues. Teacher characteristics include experience level and educational
attainment. * p < 0.1; ** p < 0.05; *** p < 0.01.

10 to 30, and 30 to 100 percent Black colleagues, respectively. While the estimated
coefficient is positive in each group, it is largest in schools with 30 to 100 percent
Black teachers, suggesting that the match effect is particularly salient in racially
diverse schools.30
The second within-school mechanism we consider is race and gender differences

in the composition of students assigned to teachers. Prior work has demonstrated
that teachers who are assigned higher proportions of Black, Hispanic/Latino, and
low-achieving students tend to receive lower observation ratings (Campbell & Ron-
feldt, 2018; Steinberg & Garrett, 2016). Importantly, Campbell and Ronfeldt (2018)

30 All appendices are available at the end of this article as it appears in JPAM online. Go to the publisher’s
website and use the search engine to locate the article at http://onlinelibrary.wiley.com. Even beyond
heterogeneity in the race-match effect, the tendency for Black (White) teachers to work in schools with
Black (White) raters means that adjusting for teacher-rater race matching should differentially affect
the size/direction of the Black–White gap as a function of the share of Black teachers in the school. Put
another way, race-matching should favor White teachers (on average) in majority-White schools and
favor Black teachers in majority-Black schools. Comparing column 4 to the baseline model, adjusting for
teacher-rater race matching reduces the size of the Black–White gap in schools with few Black teachers,
since White teachers are substantially more likely to have a same-race rater in these schools. As the
proportion of Black teachers in the school increases, the pattern flips—the race match effect serves to
increase the average scores of Black teachers relative to theirWhite colleagues. Given that this race-match
effect is small, however, the changes in the estimated gaps are marginal (0.02 SD).

Journal of Policy Analysis and Management DOI: 10.1002/pam
Published on behalf of the Association for Public Policy Analysis and Management

http://onlinelibrary.wiley.com


154 / Potential Race and Gender Biases in High-Stakes Teacher Observations

document that this pattern holds even when students are randomly assigned to
teachers within a school, which in their study rules out the possibility that these
observation score gaps reflect true differences in teacher quality.31 For student as-
signment to be a mechanism for race and gender biases, however, there must be
within-school differences in student composition by teacher race and gender. In Ta-
ble A10, we find that Black teachers are systematically assignedmore disadvantaged
students. Relative to their White colleagues in the same school, Black teachers are
assigned more Black students, more FRPL-eligible students, fewer gifted students,
more students receiving special education services, more students with prior-year
suspensions, and students with lower baseline attendance and achievement scores.
Differences between men and women are smaller in magnitude except for student
gender, where men tend to have more male students.
Given these patterns, we anticipate that controlling for student assignments would

reduce the Black–White observation score gap, with little to no change in the male–
female gap. This prediction is borne out in Table 6. A comparison of columns 1 and
2 shows that controlling for assigned student characteristics reduces the estimated
Black–White gaps from -0.17 SD to -0.14 (0 to 25 percent Black colleagues) and -0.09
to -0.05 (25 to 50 percent Black colleagues), while the male–female gap remains
essentially unchanged. Columns 3 through 5 repeat this exercise with a restricted
sample of teachers in grades where students have prior test scores, though we find
that further controlling for test scores does not appreciably change the estimated
gaps.
As a final within-schoolmechanism, we consider the possibility that within-school

observation score gaps reflect race and gender differences in teachers’ subject and
grade assignments. As an example, men in our sample aremore likely to teach career
and technical education, which could explain part of the gender gap if such teachers
tend to receive lower observation scores. Despite some within-school differences
in subject and grade assignments (particularly by gender), Table A11 shows that
controlling for these assignments does not appreciably change the race gap and only
slightly lowers the gender gap.32

DISCUSSION AND CONCLUSIONS

As in prior research in other settings (e.g., Campbell & Ronfeldt, 2018; Drake,
Auletto, & Cowen, 2019), our analysis of classroom observations conducted as part
of Tennessee’s statewide teacher evaluation system finds large differences in the
observation ratings assigned to teachers according to their race and gender. Black
teachers score 0.15 SD lower than their White colleagues, and men score 0.30 SD
lower than women, on average.
To assess whether these gaps in part may reflect bias—systematic deviations be-

tween observation ratings and actual instructional effectiveness—we estimate mod-
els of ratings that account for alternative measures of instructional effectiveness:
teacher qualifications, test score value-added, attendance value-added, and, in a ro-
bustness check with a small subsample of teachers, scores from student surveys.
In all cases, residual gaps favoring White teachers and female teachers persist.

31 More precisely, it rules out true differences in teacher quality present at time of assignment, though
teacher performance may still be affected by the students they are assigned.
32 All appendices are available at the end of this article as it appears in JPAM online. Go to the publisher’s
website and use the search engine to locate the article at http://onlinelibrary.wiley.com. There are gender
sorting patterns that work in competing directions here. Within a school, women are more likely to teach
self-contained classrooms as well as English/Language Arts. Self-contained teachers tend to receive lower
observation scores, while English/Language Arts teachers score the highest, on average.
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Table 6. Do within-school student assignments explain teacher observation score gaps?

Achievement Sample

(1) (2) (3) (4) (5)

Black Teacher
(0–25 Black
Colleagues)

−0.172*** −0.142*** −0.178*** −0.147*** −0.146***

(0.022) (0.022) (0.023) (0.023) (0.023)

Black Teacher
(25–50 Black
Colleagues)

−0.092*** −0.049 −0.127*** −0.081** −0.082***

(0.032) (0.032) (0.032) (0.032) (0.032)

Black Teacher
(50–100 Black
Colleagues)

0.066** 0.092*** 0.031 0.062* 0.061*

(0.030) (0.029) (0.032) (0.032) (0.032)

Male Teacher −0.251*** −0.249*** −0.255*** −0.252*** −0.251***

(0.008) (0.008) (0.008) (0.008) (0.008)

Assigned Student
Characteristics

Prop. Female
Students

0.230*** 0.245*** 0.208***

(0.028) (0.033) (0.033)

Prop. Amer. Ind.
Students

−0.468** −0.159 −0.147
(0.209) (0.263) (0.262)

Prop. Asian
Students

0.318** 0.340** 0.235
(0.126) (0.144) (0.145)

Prop. Black
Students

−0.253*** −0.278*** −0.183***

(0.049) (0.058) (0.058)

Prop. Hispanic
Students

−0.024 −0.151* −0.121
(0.073) (0.077) (0.079)

Prop. Pac. Isl.
Students

−0.304 −0.232 −0.286
(0.292) (0.417) (0.419)

Prop. FRPL
Students

−0.661*** −0.584*** −0.477***

(0.030) (0.037) (0.038)

Prop. ELL Students 0.136* 0.301*** 0.490***

(0.075) (0.077) (0.080)

Prop. Gifted
Students

0.662*** 0.490*** 0.343***

(0.085) (0.077) (0.074)

Prop. SPED
Students

0.050** −0.011 0.140***

(0.023) (0.027) (0.030)

Prop. Prior-year ISS −0.216*** −0.229*** −0.172***

(0.050) (0.053) (0.053)

Prop. Prior-year
OSS

−0.030 −0.121 −0.095
(0.067) (0.076) (0.075)

Prop. Prior-year
Expel

−0.016 −0.088 −0.103
(0.365) (0.348) (0.341)
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Table 6. (Continued)

Achievement Sample

(1) (2) (3) (4) (5)

Prop. Prior-year
Retain

−0.617*** −0.423** −0.382**

(0.118) (0.193) (0.191)

Prior-year Absences
(std)

−0.111*** −0.142*** −0.100***

(0.019) (0.030) (0.029)

Prior-year Math
(std)

0.082***

(0.013)

Prior-year ELA
(std)

0.061***

(0.015)

Teacher
Characteristics

√ √ √ √ √

Test Score
Value-Added

√ √ √ √ √

School-by-Year FE
√ √ √ √ √

N 205,042 205,042 174,376 174,376 174,376
R2 0.452 0.463 0.471 0.481 0.482

Notes: In each model, the dependent variable is a teacher’s average observation score in the given year.
Scores are standardizedwithin year.Models are estimated via OLS. School-level clustered standard errors
are shown in parentheses. For the Black–White gap, we report the estimated marginal effect in schools
with zero to 25 percent, 25 to 50 percent, and 50 to 100 percent Black colleagues. Teacher characteristics
include experience level and educational attainment. * p < 0.1; ** p < 0.05; *** p < 0.01.

Moreover, they are present in all four domains of the rubric and when comparisons
are limited to teachers working in the same school in the same year. We interpret
this evidence as consistent with, though not definitive proof of, bias in teachers’ ob-
servation ratings with respect to race and gender. Our preferred estimate of these
apparent biases (from Table 2, column 8) are 0.14 SD for race and 0.23 SD for gen-
der.
As onemeans to see the policy relevance of these estimates, we conducted a simple

exercise to assess how much these residual differences could matter for a teacher’s
summative level of effectiveness (LOE) rating, the final 1 to 5 score that may trig-
ger personnel action, such as dismissal or tenure denial, at a local school district’s
discretion. LOE combines observation, TVAAS, and achievement ratings. For four
years of data, we have access to the continuous value that produces the LOE rat-
ing, so we consider how many Black and male teachers would have moved up a full
LOE point if we credited them with the residual gap of 0.14 or 0.23 SD, respectively,
in the observation component of the rating, holding the others constant. We find
that 1,358 Black teachers (6 percent) in those two years would have gotten higher
LOE with this increase. Impacts would be even larger for low-scoring teachers; 18
percent of Black teachers receiving an LOE of 1 and 13 percent of Black teach-
ers at LOE 2 would have received a higher score, potentially removing the threat
of personnel action. For male teachers, 9 percent overall would have moved up
an LOE point, including 33 percent of male teachers at LOE 1 and 23 percent at
LOE 2.
Our investigations of the potential drivers of the race gap and the gender gap yield

different results. For the Black–White observation score gap, school context appears
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especially important. Sorting of Black andWhite teachers across schools with differ-
ent characteristics partially explains the gap, though substantial differences remain
even when we limit to comparisons of Black and White teachers working in the
same school in the same year. Moreover, we find that average gaps mask substantial
heterogeneity by the composition of the school’s faculty; Black teachers score sub-
stantially lower than White teachers in schools where they are racially isolated. As
the percentage of Black colleagues increases, the Black–White gap narrows. School
context, however, is not the only driver. Within schools, unlike in Steinberg and Sar-
tain (2020), teachers are rated higher when observed by a same-race observer, a
finding that echoes other recent evidence that teachers are more likely to be hired
and retained by same-race principals (Bartanen & Grissom, forthcoming). Teachers
also are rated higher when they are assigned to teach fewer historically marginal-
ized students, which again advantages White teachers, who are assigned fewer stu-
dents of color, low-income students, special education students, and students with
histories of lower achievement, lower attendance, and disciplinary action, relative
to their Black colleagues in the same school. Even accounting for assigned student
characteristics, however, a gap between Black and White teachers remains in most
schools. This finding marks a departure from Campbell and Ronfeldt (2018), whose
analysis ofMET data concludes that accounting for characteristics of a teacher’s stu-
dents makes the Black–White ratings gap statistically indistinguishable from zero,
and Steinberg and Sartain (2020), who find a similar pattern in Chicago once school
fixed effects are included.
We summarize our findings empirically in Table 7. Specifically, we estimate mod-

els similar to those estimated in earlier tables on a common sample of teachers with
non-missing covariates to examine how much of the descriptive gap remains as we
add successive sets of covariates. The sample (at the teacher-by-year-by-observation
level) includes teachers for whom we can estimate test score value-added, with re-
sults for a broader set of teachers in Table B9.33 The sample also conditions on hav-
ing observation-level data and non-missing information for teacher characteristics,
assigned student characteristics, subject/grade assignment, and rater characteris-
tics.34 Columns 2 and 3 show evidence of bias in this sample, which column 4 sug-
gests is partially explained by school sorting. Columns 5 and 6 show evidence that
rater and assigned student characteristics further partially explain gaps. Accounting
for all characteristics at once (column 8), we see that we can explain roughly half of
the Black–White gap in schools with fewer than 50 percent Black colleagues. Black
teachers in schools with a majority of Black teachers are predicted to score some-
what higher than their White colleagues, though only about 10 percent of Tennessee
teachers work in such schools.
We have comparatively less success in explaining the gender gap, which seems not

to be drivenmuch by school context or other factors that inform the racial gap. Com-
paring columns 3 and 4 in Table 7, for example, shows that adding school-by-year
fixed effects does essentially nothing to the gender gap not explained by test score
VA or other teacher characteristics. Neither rater characteristics (including gender
matching) nor assigned student characteristics change the estimate. The one partial
factor we identify is subject/grade assignment; men are somewhat more likely to
teach subject/grade combinations where average ratings are lower. Comparing the
full model (column 8) to column 3, we find that including these measures of poten-
tial drivers of gender bias reduces the estimated gap by approximately 15 percent,
though it remains substantial.

33 All appendices are available at the end of this article as it appears in JPAM online. Go to the publisher’s
website and use the search engine to locate the article at http://onlinelibrary.wiley.com.
34 All models include controls for observation order and total number of observations.
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Our findings have several implications. Foremost, our results raise concerns that
Black and male teachers may be disadvantaged in scoring of classroom observa-
tions relative to their White and female colleagues who perform similarly on other
measures of instructional effectiveness. These disadvantages appear to be driven in
part by factors not under teachers’ control, such as characteristics of their teaching
assignment (e.g., subject, who the students are) within the school. Inaccurate rat-
ings erode the quality of feedback teachers receive about their instruction, which
impacts the usefulness of this information for refining their practice. Moreover, in
high-stakes contexts like the one in this study, ratings can affect personnel decisions
such as contract renewal and compensation. Addressing bias is important to ensure
that teachers are treated fairly in evaluation and other personnel processes irrespec-
tive of race or gender. Given higher propensities of lower-rated teachers to exit the
profession (Drake, Auletto, & Cowen, 2019), combating observation bias may be es-
pecially salient in the context of growing calls to diversify a teaching workforce that
is overwhelmingly White and female (e.g., Meckler & Rabinowitz, 2019).
How can these apparent biases we document be addressed? Some prior work has

suggested that, to offset biases against teachers of some student subgroups, obser-
vation scores could be adjusted for classroom composition using regression, similar
to the way that value-added scores are adjusted (Whitehurst, Chingos, & Lindquist,
2014). A drawback of this approach is that such regression-based adjustments could
mask real differences in the instructional quality of teachers assigned to different
kinds of classrooms (Cohen & Goldhaber, 2016). Although this approach could be
explored further, our results suggest that such adjustments would not be enough to
account for the negative bias in the observation scores of Black and male teachers.
Gaps between these teachers and their White and female counterparts persist in our
data even after accounting for school sorting and the characteristics of the students
they teach.
What districts or policymakers should do instead depends on what unobserved

factors produce the bias estimates that we show. Examples might include rater bias
or bias in the rubric itself. We do uncover suggestive evidence that rater bias may be
present; raters give higher ratings to teachers of the same race, for example, and in
results not shown, we also found evidence that principals rate teachers they hired
themselves more favorably than otherwise-similar teachers hired by another princi-
pal (results available upon request). If raters, regardless of their own characteristics,
hold implicit (or explicit) biases that favor White and female teachers, districts or
states might implement bias training, or they might provide better training on ap-
plication of the observation rubric more generally so that raters’ discretion factors
less into the scoring process. To this point, the gaps in ratings by teacher characteris-
tics documented in the MET project, which employed raters with extensive training,
were substantially smaller than those we show for Tennessee.
If biases arise from the rubric the state employs, which could happen if the rubric

assigns higher value to teaching practices associated with White or female teachers
even when other practices are similarly effective, policymakersmay need to consider
adjustments to the rubric to ensure that it captures a broader range of high-quality
practices. For instance, the current TEAM rubric does not explicitly consider cultur-
ally relevant pedagogy or other approaches to meeting the needs of students from
different identity groups. A rubric with attention to such strategies may produce less
biased scores.
Future work in this area might delve further into sources of the gaps we docu-

ment, particularly using data that can illuminate processes that are unobservable in
our administrative records, to better guide these recommendations. Research might
also explore these patterns in other contexts. Our data come from a single state eval-
uation system with its particular approach to implementation, including the rubrics
it employs, how it trains raters, and the regulations and expectations it sets for how
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observations are conducted and how scores are used. External validity of our results
would be reinforced by future studies of observation ratings from other state or dis-
trict systems. Such work might help unpack some of the dissimilarities between
our results and those in earlier studies (e.g., Steinberg & Sartain, 2020). Also, un-
like studies from the MET project (Campbell & Ronfeldt, 2018; Steinberg & Garrett,
2016), we cannot leverage randomization of students to teachers, which leaves our
study more open to concerns that ratings gaps are driven by differences in actual
teaching effectiveness in classrooms with some groups of students or among teach-
ers with different characteristics. Future work making use of exogenous variation
in student assignment may arrive at different estimates of the biases we explore,
though the general consistency of our descriptive findings with those Campbell and
Ronfeldt (2018) show suggest that only partial attenuation of our estimates would
be expected.
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